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Abstract. In many machine learning problems, the performance of the
results is measured by indices that often combine precision and recall. In
this paper, we study the behavior of such indices in function of the tradeoff precision-recall. We present a new tool of performance visualization
and analysis referred to the tradeoff space, which plots the performance
index in function of the precision-recall tradeoff. We analyse the properties of this new space and show its advantages over the precision-recall
space.
Keywords: Evaluation · precision-recall.
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Introduction

In machine learning, precision and recall are usual measures to assess the performances of the results. These measures are particularly used in supervised learning [18], information retrieval [16], clustering [13] and recently in biclustering
contexts [12]. In supervised learning, the classifier performances are assessed by
comparing the predicted classes to the actual classes of a test set. These comparisons can be measured by using the precision and recall of the positive class. The
precision-recall is generally used in the problems wich present very unbalanced
classes where the couple sensitivity-specificity is not relevant. In information
retrieval, the performance of a search algorithm is assessed by analysing from
the similarity between the set of target documents and the set returned by the
algorithm. This similarity is generally based on the precision and recall values.
In clustering or biclustering, the algorithms identify the clusters or biclusters in
the data matrix which are then compared to the clusters or biclusters of reference. It is very common to combine precision and recall in order to construct
a performance index such as the F-measure or Jaccard indices; see for instance
[1].
By default, the performance indices give the same weight to the precision and
recall measures. However, in many contexts, one of these two measures is more
important than the other. For example, in genomics, we use clustering algorithms
in order to identify clusters of genes with similar expression profiles [6]. These
clusters are compared to a gene clustering constructed from genomics databases
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in order to evaluate their biological relevance. The objective of these analyses is
to identify as much biological information as possible in the clusters of genes. In
this context the recall is more important than the precision, it is therefore more
convenient to use an index that favors the recall. In some performance indices, a
parameter has been introduced in order to control the precision-recall tradeoff,
for example, the parameter β in F-measure.
In this paper, we analyze the performance indices in function of the precisionrecall tradeoff and point out their characteristics. For the analysis and visualization of the performances, we also propose a new tool called the tradeoff space.
This new space has many advantages compared to the classic precision-recall
space.
The paper is organized as follows. In section 2, we present the performance
indices and their variants which are sensitive to the precision-recall tradeoff. In
section 3, we give the properties of the precision-recall space and analyze the
performance indices in this space. In section 4, we introduce the tradeoff space
and show how to represent the performances with the tradeoff curves. Section
5 is devoted to applications in unsupervised and supervised contexts, we point
out the advantages of the tradeoff space to model selection and comparison of
algorithms. Finally, we present our conclusions and give some recommendations
on the choice of the performance index.

2

Performance indices based on the precision and recall
measures

In this section, the definitions are given in the context of unsupervised learning,
however all these methods can also be used in the context of supervised learning.
In section 5 all the indices and methods are applied to both contexts.
2.1

Definitions

Let D be a dataset containing N elements. Let T ⊂ D be a target cluster that
we want to find and let X be the cluster returned by an algorithm referred as
A whose objective is to find the target cluster. The goodness of X is estimated
by using a performance index I(T, X) measuring the similarity between T and
X. Some performance indices rely on two basic measures of precision and recall
given by
(
∩X|
,
pre = precision(T, X) = |T|X|
rec = recall(T, X) =

|T ∩X|
|T |

where |.| denotes the cardinality. The main performance indices are a combination of the precision and recall measures. These indices give the same importance
to precision and recall, however we can define weighted version that may favor
the precision or the recall. We introduce in each index a parameter λ ∈ [0, 1] that
controls the tradeoff; λ gives the importance of recall and 1 − λ the importance
of precision. The weighted indices have to respect the following conditions. For
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λ = 0 (resp. λ = 1) only precision (resp. recall) matters. The index must return
0 when the intersection |T ∩ X| is null and 1 when T = X. For λ = 0.5, the
same importance is given to precision and recall. Formally the conditions are as
follows:

Iweighted (T, X, λ) ∈ [0, 1]




Iweighted (T, X, 0) = pre



Iweighted (T, X, 1) = rec
Iweighted (T, X, 0.5) = Inon−weighted (T, X)




I

weighted (T, X, λ) = 0 ⇒ |T ∩ X| = 0


Iweighted (T, T, λ) = 1.
In this paper, we study the four most popular indices: Kulczynski, F-measure,
Folke and Jaccard. However, our work can easily be extended to other indices.
2.2

Kulczynski index

The Kulczynski index is the arithmetic mean between precision and recall.
IKul (T, X) =

1
(pre + rec).
2

The weighted version introduces parameter ρ ∈ [0, +∞[ that controls the precisionrecall tradeoff. The importance of precision increases with the value of ρ, the
pivotal point is at ρ = 1. In order to respect the conditions on the weighted
ρ
indices, we rewrite this index in setting: λ = ρ+1
.

1
(ρ.pre + rec)
IKul (T, X, ρ) = ρ+1
IKul (T, X, λ) = λrec + (1 − λ)pre.
2.3

F-measure

The F1-measure, also called the Dice index, is the ratio between the intersection
and the sum of the sizes of cluster X and target cluster T . It is the harmonic
mean between precision and recall.
IF mes (T, X) =

2|T ∩ X|
=
|T | + |X|

1
rec

2
+

1
pre

=

2pre.rec
.
pre + rec

The F-measure is a weighted version of the F1-measure. The parameter β ∈
[0, +∞] controls the precision-recall tradeoff. The importance of precision increases with the value of β, the pivotal point is at β = 1. In order to respect the
β2
conditions on the weighted indices, we rewrite this index in setting: λ = 1+β
2
and we obtain
IF mes (T, X, β) =

IF mes (T, X, λ) =

1 + β2

= (1 + β 2 )

pre.rec
β 2 pre + rec

β2
rec

+

λ
rec

1
pre.rec
=
.
λpre
+
(1 − λ)rec
+ 1−λ
pre

1
pre
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Folke index

The Folke index is the geometric mean of precision and recall
|T ∩ X|
√
IF k (T, X) = p
= pre.rec.
|T ||X|
To obtain the weighted version of the Folke index, we introduce the parameter
λ such that:
λ
|T ∩ X|
1− λ
2
2 .
IF k (T, X, λ) =
λ
λ = rec pre
|X|1− 2 |T | 2
2.5

Jaccard index

The Jaccard index is the ratio between the intersection and the union of cluster
X and target cluster T .
IJac (T, X) =

|T ∩ X|
pre.rec
=
.
|T | + |X| − |T ∩ X|
pre + rec − pre.rec

It is not easy to define a weighted version of the Jaccard index because of the term
pre.rec in the denominator. In order to respect the conditions on the weighted
indices, we introduce the two weight functions w(λ) = min{2λ, 1} and v(λ) =
1 − |1 − 2λ| where λ controls the precision-recall tradeoff. The weighted Jaccard
index is defined by:
IJac (T, X, λ) =

3

pre.rec
.
w(λ).pre + w(1 − λ)rec − v(λ).pre.rec

The precision-recall space

A common analysis and visualization tool of the performances is the precisionrecall space. It is a 2D space which represents the precision on the y-axis and
recall on the x-axis. The performance of a cluster is represented by a point in
this space (Figure 1) [3].
The precision-recall space is close to the ROC space that is defined by the
false and true positive rates. Some relationships between precision-recall and
ROC spaces have been identified [7]. A point on the precision-recall space reprec
resents the performance of all clusters with the same size |X| = |T | pre
and the
same intersection |T ∩ X| = |T |rec. The • symbol at (1,1) which maximizes
both precision and recall, represents the perfect cluster, i.e. that equal to the
|T |
target cluster (T = X). The  symbol at (1, |D|
) represents the case where the
returned cluster is equal to the whole data matrix X = D. The horizontal bold
line corresponds to the expected performances of a random cluster, i.e. a cluster whose elements are randomly selected. Since it depends on the size of the
target cluster |T |, the expected precision of a random cluster is constant and
|T |
E[pre] = |D|
. The expected recall of a random cluster depends on the size of the
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Fig. 1. The precision-recall space (left). The precision-recall curve (right).

1
cluster |X|, it is equal to E[rec] = |X|
|D| . The N symbol at ( |T | , 1) represents the
clusters with a unique element belonging to the target cluster. The N symbol
at (0,0) represents the clusters whose intersection with the target cluster is null.
The gray area represents performances that cannot be reached by a cluster. Since
|T |
we have pre ≥ |D|
rec and |X| ≤ |D|, then all the clusters whose performance
|T |
are represented by a point on the pre = |D|
rec line are the clusters with the
minimal intersection possible |T ∩ X| for a given size |X|. In clustering and

Table 1. The values of the four performance indices on several examples with different
values of precision, recall and λ.

λ = 0.5
λ = 0.2
cluster precision recall Kulczynski Fmeasure Folke Jaccard Kulczynski Fmeasure Folke Jaccard
C1
0.70
0.70
0.70
0.70
0.70
0.54
0.70
0.70
0.70
0.62
C2
0.75
0.60
0.67
0.67
0.67
0.50
0.72
0.71
0.71
0.62
C3
0.80
0.50
0.65
0.61
0.63
0.44
0.74
0.71
0.73
0.60

biclustering, the algorithms may have a parameter controlling the size of the returned clusters |X|. In varying this parameter, an algorithm produces different
clusters having different values of precision and recall. The performance of an
algorithm is therefore represented by a set of points that can be approximated
by a curve. Figure 1 (right) gives an example of this precision-recall curve. Some
information can be drawn from this curve. If a point A dominates another point
B i.e. pre(T, A) > pre(T, B) and rec(T, A) > rec(T, B), then the performances
of cluster A are better than the performances of cluster B, whatever the performance index used to compare the two clusters. In Figure 1 (right) the black
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Kulczynski

Folke

F-measure

Jaccard

Fig. 2. The isolines of the four performance indices in the precision-recall space.

points are the dominant points, they represent the performance of the best clusters. However, there is no domination relation between these points, we can not
compare them from the precision-recall space, the use of a performance index is
needed.
The behavior of the performances indices can be visualized in plotting their
isolines in the precision-recall space. An isoline is a set of points in the precisionrecall space having the same value of the performance index [9, 12]. Figure 2
shows the isolines of the Kulczynski, F-measure, Folke and Jaccard indices. The
bold lines represent the isolines when λ = 0.5 while the dotted lines and full lines
represent the isolines for respectively λ = 0.2 and λ = 0.8. For the four indices,
we observe a symmetry of the isoline around the axis pre = rec, this means
that precision and recall have the same importance. Nevertheless, the different
indices do not record the difference between precision and recall (pre − rec) in
the same way. This difference is not taken into account in the Kulczynski index,
whereas the other indices penalize it. The Folke index penalizes less than the
F-measure and Jaccard indices. Note that the F-measure and Jaccard indices
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Fig. 3. The tradeoff spaces for the four performance indices.

are equivalent because they are compatible i.e. IF mes (T, X1 ) ≥ IF mes (T, X2 ) ⇔
IJac (T, X1 ) ≥ IJac (T, X2 ).
A modification of λ value changes the shape of the isolines and gives more
importance to precision or recall. Note that for pre = rec the Kulczynski, Fmeasure and Folke indices return the same value, whatever λ (the bold, dotted
and full lines cross the line pre = rec). The Jaccard index is different, it penalizes
the fact that λ is close to 0.5. Table 1 gives some examples illustrating the
consequences of these characteristics. We see that the recorded value and rank
of each point depends on the index. For λ = 0.5 all indices consider C3 as the
best cluster. For λ = 0.2 the indices do not agree anymore, and the best cluster
depends on the performance index.
As we have seen, the choice of the performance index has a high impact on
the analysis of the results and especially when the precision-recall tradeoff is far
from 0.5. It is a crucial step that must depend on the context. We discuss this
point in the next part.
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Fig. 4. Representation of the precision-recall curve of Figure 1 in the tradeoff spaces
for the four performance indices. The gray curves are the tradeoff curves, the bold
curves are the optimal tradeoff curves.

4
4.1

The tradeoff space
Definitions

We propose a new tool, called the tradeoff space, in order to visualize the performance of the algorithms in function on the precision-recall tradeoff. The x-axis
and y-axis represent respectively λ and the performance index. This method is
inspired by the cost curves used in supervised classification [8]. The performance
of a result is represented on this space by a curve: I(T, X, λ), this curve depends
only on λ because X and T are fixed. There is a bijection between the points
on the precision-recall space and the curves on the tradeoff space. Figure 3 gives
an example of these curves for a result whose performances are pre = 0.85 and
rec = 0.5. The bold curve represents the performance index. The extremities of
the curves give the precision and recall of the cluster, we have I(T, X, 0) = pre
and I(T, X, 1) = rec. The full line shows the performances of the maximal cluster, i.e. the cluster containing all the elements, this corresponds to the (1, |X|
|D| )
point in the precision-recall space. This curve defines the domain of application
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of the performance index for a given dataset, it is illustrated by the white area
in Figure 3. A point in the gray area means that the corresponding cluster has
worse performances than the maximal cluster and may be considered irrelevant.
The application domain of the Kulczynski index is much smaller than the application domain of the other indices because this index does not penalize the
difference between precision and recall. The other extreme case is the empty
cluster containing no element. However the precision of the empty cluster is not
defined because its size is null |X| = 0. We therefore consider the cluster containing a unique element belonging to the target cluster as the minimal cluster
whose performances are pre = 1 and rec = 1/|T |. The dotted line represents the
performance of the minimal cluster. The clusters below this line are worse than
the trivial minimal cluster. Note that this line is relevant only for the Kulczynski
index, for the other indices the line falls sharply when the tradeoff value is not
close to zero. The perfect cluster is represented by the I(X, T, λ) = 1 line while
the clusters with a null intersection with the target cluster are represented by
the I(X, T, λ) = 0 line. All curves representing the expected performances of a
|T |
).
random cluster pass through point (0, |D|
4.2

The optimal curve of tradeoff

The performance of an algorithm can be represented by a curve in the precisionrecall space as illustrated in Figure 1(right). Each point of this curve corresponds
to a curve in the tradeoff space. The precision-recall curve is therefore represented
by a set of curves in the tradeoff space. Figure 4 shows the representation of the
precision-recall curve of Figure 1 in the tradeoff space for the four performance
indices. We call optimal tradeoff curve the upper envelope of the set of curves
(in bold in Figure 4). The optimal tradeoff curve of the algorithm A, noted
I ∗ (T, A, λ), is a piece-wise curve obtained by keeping the best tradeoff curve for
each value of λ. It represents the best performances of the algorithm for any
value of tradeoff λ. Note that the curves forming the upper envelope correspond
to dominant points of the precision-recall curve. The curve of the dominated
points is always below the optimal tradeoff curve. For the Kulczynski index, the
curves forming the upper envelope correspond to the points of the convex hull
of the precision-recall curve, which is our next point.

5

Application of the tradeoff curves

We show in this section that the tradeoff curves are a better visualization tool
and easier to interpret than the precision-recall curves. We focus especially on
the application of tradeoff curves, and more precisely, on two problems: the
model selection and the comparison of algorithms. To this end, we study these
problems in the context of biclustering and supervised binary classification.
Biclustering, referred also to as co-clustering, is a major tool of data science
in many domains and many algorithms have emerged in recent years [14, 15, 4,
11, 10, 17]. Knowing that a bicluster is a subset of rows which exhibit a similar
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behavior across a subset of columns, all these algorithms aim to obtain coherent
biclusters and it is crucial to have a reliable procedure for their validation. In
this paper we rely on an artificial biclustering problem where a bicluster has
been introduced in a random data matrix. The random data matrix follows a
uniform distribution and the bicluster, following the additive model defined by
[15], is the target bicluster. The objective of the biclustering algorithms is to
find the target bicluster. The points belonging to both the target bicluster and
the bicluster returned by the algorithm are considered as true positives, the
points of the target bicluster which are not returned by the algorithm are the
false negatives, and the points returned by the algorithm but not in the target
bicluster, are the false positives.
For supervised classification problems the measures based on precision and
recall are generally preferred when the classes are unbalanced. The precisionrecall curves and tradeoff space can also be used for supervised classification
problems. In this context, the target cluster T is the positive class and the cluster
returned by an algorithm is the set of positive predictions. The classifier has
a decision threshold which controls the number of positive predictions, each of
them yields a curve in the tradeoff space. For our experiments we use unbalanced
real data from UCI data repository and artificial data generated from Gaussian
distributions.
5.1

Model selection

To deal with the biclustering aim, we used the well known CC (Cheng & Church)
algorithm to find the bicluster [5]. The similarity between the bicluster returned
by the CC algorithm and the target bicluster is computed with the four performance indices. The CC algorithm has a hyper-parameter controlling the size
of the returned bicluster. The performance of the algorithm can, therefore, be
represented by a precision-recall curve (Figure 5 1st graphics), each bicluster
returned by the CC algorithm is identified by its size. From this curve, it is
not easy to define the best bicluster because there are several dominant points.
Even if we plot the isolines on the graph, the comparison of the different biclusters is not intuitive. The graphics 2-5 in the figure 5 represent the optimal
tradeoff curve for the Kulczynski, F-measure, Folke and Jaccard indices. From
the tradeoff curve, we can immediately identify the best bicluster for a given
tradeoff value. There is a decomposition of the value of λ in a set of intervals,
represented in figure 5 by the vertical dotted lines. For each interval, the best bicluster is identified. In our example, there are seven intervals for the F-measure,
only the seven corresponding biclusters are therefore relevant. For the last interval (λ > 0.74) the best bicluster is the maximal bicluster, the optimal tradeoff
curve is the curve of the maximal bicluster. We can do the same analysis with
the tradeoff curves of the Kulczynski, Folke and Jaccard indices, containing respectively eight, seven and six intervals and relevant biclusters. Note that the
identification of the best bicluster depends on the chosen performance index. It
is not possible to identify the best biclusters in the precision-recall space because
they do correspond neither to the set of the dominant points nor to the convex
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Fig. 5. Identification of the best biclusters in the precision-recall space (1st graphic)
and in the tradeoff space (graphics 2-5).

hull of the precision-recall curve (except for the Kulczynski index). Furthermore,
it is also easy to use constraints on the precision and recall in the tradeoff space.
The precision and recall can be read at the extremity of the tradeoff curve. If a
minimal precision premin is required, we simply have to select the curves that
start above the minimal precision, i.e. I(X, T, 0) > premin . In the same way,
with a required minimal recall recmin , we keep only the curves that finish above
the minimal recall i.e. T (X, T, 1) > recmin .
To deal with the supervised classification problems, we use the linear discriminant analysis (LDA) to find the positive class. For each test example the
classifier estimates a probability to belong to the positive class, this probability
is then compared to a decision threshold t, in order to assign the positive or negative class to the example. By default this threshold is 0.5 but it can be changed
to favor positive or negative classes in the context of unbalanced classes. The
decision threshold is a hyper-parameter to optimize in order to maximize the
performance index. The first graphic in the figure 6 shows the precision-recall
curve of the LDA classifier, each point represents a different value of decision
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Fig. 6. Identification of the best classification model in the precision-recall space (1st
graphic) and in the tradeoff space (graphics 2-5).

threshold. As with the biclustering problem, it is difficult to identify the best
thresholds from this curve for a given performance index. The tradeoff curves,
represented in the graphics 2-5 of the figure 6, are much more useful to find the
models maximizing the F-measure or the Jaccard index whatever the precisionrecall tradeoff. To each interval corresponds a value of the decision threshold
which yields the best model. The models assigning all examples to the positive
(t = 0) or negative class (t = 1) are at the extremities.
5.2

Comparison of algorithms

Here we consider the precision-recall curves and tradeoff curves as visualization tools to compare the algorithms. We keep the same illustrative problems
used in the previous section. Concerning the situation of biclustering, a second
algorithm, ISA [2], is used to find the target bicluster. The objective is to compare the performances of the two algorithms and identify the best one. The first
graphic of the figure 7 shows the performance of the CC algorithm (in black)
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Fig. 7. Identification of the best biclustering algorithm in the precision-recall space (1st
graphic) and the tradeoff space (graphics 2-5). The performances of the CC algorithm
are in black and ISA in gray.

and ISA (in gray) in the precision-recall space. In the precision-recall space, the
two curves cross each other several times, no algorithm is strictly better than
the other. It is hard to identify the conditions in which CC is better than ISA
and vice versa. The graphics 2-5 of the figure 7 represents the tradeoff curves of
the algorithms for the Kulczynski, F-measure, Folke and Jaccard indices. In the
tradeoff space, we immediately visualize which is the best algorithm whatever
the tradeoff value. According to F-measure, CC is the best for λ < 0.28, ISA is
the best for 0.28 < λ < 0.83, for λ > 0.83 both algorithms return the maximal
bicluster and have the same performances. According to the Folke index, CC is
the best for λ < 0.30, ISA for 0.30 < λ < 0.69 and for λ > 0.69 both algorithms
return the maximal bicluster. According to the Jaccard index, CC is the best
for λ < 0.2, ISA for 0.2 < λ < 0.87 and for λ > 0.87 both algorithms return
the maximal bicluster. In the Kulczynski figure, we add the line representing
the extreme case where the algorithm return the minimum bicluster i.e. a bicluster containing only one true positive. For λ < 0.33, CC is better than ISA
but both algorithms are worse than the minimal bicluster. ISA is the best for
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Fig. 8. Identification of the best classification algorithm in the precision-recall space
(1st graphic) and the tradeoff space (graphics 2-5). The performances of the LDA
algorithm are in black and SVM in gray.

0.33 < λ < 0.53, for λ > 0.53 both algorithms return the maximal bicluster.
The interval [0.33, 0.53] is the tradeoff range in which the algorithms are useful,
outside this interval trivial solutions are better than algorithm’s solutions. We
can, therefore, conclude that ISA is strictly better than CC for the Kulczynski
index. Defining the conditions where CC is better than ISA from the precisionrecall curve is much more difficult. In the precision-recall space, the two curves
cross each other three times which implies that the interval of λ, where CC is
better than ISA, is not continued. Actually, the tradeoff curves show that the
best algorithm changes only once. In the precision-recall space, CC has a better
precision than ISA, 14 times out of 20. We can therefore conclude that CC is
better than ISA for a large range of λ values. The tradeoff space shows that the
opposite is true.
For the supervised classification problems, we compare LDA with the linear
support vector machine (SVM). The figure 8 shows the performances of LDA
(in black) and SVM (in gray) in the precision-recall space (1st graphic) and the
tradeoff space (graphics 2-5). As observed with the biclustering situation, we
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can easily show which algorithm is the best for any tradeoff values and define
the range of tradeoff for which the algorithms are better than a trivial solution.
According to the Kulczynski index, LDA is the best for 0.23 < λ < 0.44 and
SVM for 0.44 < λ < 0.81. According to F-measure, LDA is the best for λ < 0.23,
SVM for 0.23 < λ. According to the Folke index, LDA is the best for λ < 0.50
and SVM for 0.50 < λ < 0.89. According to the Jaccard index, LDA is the best
for λ < 0.29 and 0.79 < λ < 0.96, and SVM for 0.29 < λ < 0.79.

6

Conclusion

In this paper, we have presented new methods to deal with the precision-recall
tradeoff for the different performance indices. The analysis of these indices in
the precision-recall space shows several properties depending on the difference
between the precision and recall measures, and the λ tradeoff. These characteristics should guide the choice of the performance index in order to select the
most suitable one to the dataset and context.
The tradeoff space is a new tool to visualize the performance in function of
the tradeoff. In this space, the model selection and comparison of algorithms
are much easier and more intuitive than with the precision-recall space. We
have also proposed new performance indices weighted by a probability density
function representing the knowledge about the tradeoff precision-recall. This
work focuses on four indices (Kulczynsky, F-measure, Folke and Jaccard) but it
can easily be extended to any other index that relies on the precision and recall
measures.
To conclude this paper, we give some recommendations to the user who
wants to use a performance index adapted to a given problem. First, choose the
type of index (Jaccard, Folke, F-measure,...) in function of its characteristics;
the visualization of its isolines can be helpful. Secondly, define the precisionrecall tradeoff of the problem. If the exact value of the tradeoff is known, use
the index given in section 2 in setting λ to this value. If there is no knowledge
about the precision-recall tradeoff, draw the optimal tradeoff curve and compute
its AUC for computing a numerical value. If some vague information about the
precision-recall tradeoff is known, draw the optimal tradeoff curve on the range
of the possible values of λ. These recommendations should produce evaluation
procedures which will be more suitable to the problem and would, therefore,
improve the robustness and accuracy of the experimental studies.
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